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 During a conversation, speakers tend to conform to each other’s way of speaking. This 

convergence effect has been observed on many different linguistic levels such as syntax, 

naming preferences, speech rate, fundamental frequency, vowel production, and lexical 

choice (Garrod & Pickering, 2004; Giles & Coupland, 1991; Pickering & Garrod, 2006). 

However, only a few studies have yet explored convergence in morphology (Beckner et al., 

2016; Rácz et al., 2018; Szmrecsanyi, 2005, 2006). The recent work of Rácz et al. (2018) 

shows not only that morphological convergence does occur but also that the study of this 

phenomenon provides insight into how new input leads individuals to adjust their 

morphological generalization patterns. At the same time, there is strong evidence that the 

productivity of morphological patterns, i.e. their propensity to be used in the creation of novel 

forms, is also highly dependent on how frequently they occur among existing forms (Albright 

& Hayes, 2003; Bybee, 2001; Pierrehumbert, 2001). The present study explores how the 

effects of convergence and frequency interact and addresses the question of whether the 

number of existing forms available to speakers may influence their propensity to converge. To 

do this, convergence effects were assessed for two different morphological processes in 

Japanese: a process of abbreviation of compound loanwords which emerged relatively 

recently, and which crucially therefore has a limited number of existing forms, and a well-

established verbal inflection process with a large number of existing forms.  

Our experiments adapt the ESP-paradigm to the study of the morphological processes 

mentioned above (Rácz et al., 2018; Von Ahn & Dabbish, 2004). In two separate experiments, 

participants played a three-phase online game during which they were asked to create novel 

forms involving a specific morphological process. In the first phase, they played alone and 

picked the most natural novel forms according to their own preferences in a forced-choice 

paradigm between a regular pattern and at least one irregular pattern. In the second phase, 

they were connected to another (simulated) player and told that the goal was for both players 

to give the same answers. They were presented with the other player’s answer at the end of 

each trial. In the third phase, the participants played alone again. The simulated player in 

Phase 2 was programmed to follow one of three possible behaviors based on the answers of 

the participant in Phase 1: using the regular pattern more often than the participant (“over-

regularizer” condition); using it less often than the participant (“under-regularizer” condition); 

or using all patterns with the same frequency distribution as the participant (“no change” 

condition). 

The results (fig.1) 1  show that the simulated player’s behavior had a significant 

influence on the participants’ productivity patterns even when it was no longer present (i.e. in 

Phase 3). For both morphological processes this influence goes in the expected direction in 

that the over-regularizer robot lead to an increase in usage of the regular pattern, and the 

under-regularizer robot lead to a decrease in usage of the regular pattern. Interestingly, 

participants also tended to produce more regular forms as the game progresses. A generalized 

logistic mixed model was fit to the data, with response type (regular/irregular) as the binary 

dependent variable, phase and robot condition as the fixed factors, and item as a random 

factor. For the abbreviation of compound loanwords, model comparison revealed a significant 

 
1 Each experiment includes several item types based on phonological structure. The results reported in this 
abstract, for each morphological pattern, concern the type of items which displays a regular/irregular ratio in 
Phase 1 that is the closest to 50/50. The effect of convergence being more salient for those naturally more 
variable items. 



effect of phase (χ²=21.654, p<0.001), robot condition (χ²=9.6, p<0.01) and their interaction 

(χ²=80.929, p<0.001). For the verbal inflection process, the effect of phase was only 

marginally significant (χ²=3.5961, p=0.05791), but the effect of the robot condition was 

significant (χ²=9.5012, p<0.01) and the effect of interaction as well (χ²=103.78, p<0.001). 

These results show that overall, convergence has a comparable influence on speakers’ 

answers in Phase 3 for both morphological processes, providing evidence that the number of 

existing forms does not hinder that phenomenon, at least in short term interactions. We argue 

that by enabling the creation of novel forms that do not follow the tendencies observed in the 

existing forms, convergence allows speakers to gradually modify even their strongest 

preferences through its cumulative effect in multiple interactions. Thus convergence plays an 

important part in the emergence and evolution of morphological patterns. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

Figure 1: Proportion of use of the regular pattern by phase and by artificial partner behavior 

for the two morphological processes. 
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Comprehenders must recover a speaker’s intended meaning from linguistic input that may be 

corrupted by noise. Recent work suggests that they do so by combining prior knowledge P(Si) about 

what sentences are likely to be intended, with a noise model P(Si → Sp) which encodes how an 

intended sentence Si might be corrupted to a perceived sentence Sp in transmission, as in (1) (Gibson 

et al., 2013; Poppels & Levy, 2016; Ryskin et al., 2018). For example, given input such as “The table 

jumped onto the cat”, comprehenders might infer that an error occurred between the speaker’s intent 

and the ultimately-perceived sentence, such that the intended sentence was actually the more 

plausible “The cat jumped onto the table”.  

Previous studies have tested the noisy-channel framework by manipulating the prior probability 

of the meaning of the intended sentence (i.e., plausibility), but the theory also predicts that the form 

of the sentence matters. When presented with lower-frequency structures in the perceived sentence 

Sp, comprehenders should be more likely to infer that an error occurred and that the intended 

sentence Si differs from Sp. In other words, low-frequency structures in the perceived sentence 

should bias the listener towards more plausible meanings/structures. This prediction follows from the 

noisy-channel framework because the prior probability P(Si) for an infrequent structure is low, so 

that other possible intended sentences with higher prior probability become more attractive for the 

comprehender. In a novel investigation of this hypothesis, we examined how comprehenders 

interpreted events of varying plausibility formed in word orders of varying frequencies in English 

and Mandarin. 

Though it is standardly claimed that SVO is the dominant word order in English and Mandarin 

(Haegeman, 1994; Huang et al., 2008), there has not yet been a quantitative measure of the degree to 

which the two languages allow various word orders. Expts 1-2 examined the acceptability of the six 

logically possible word orders for simple transitive events in English and Mandarin, as an 

approximate measure of the frequencies of these word orders in the two languages. We presented 

speakers with pictures depicting various events and the six logically possible word orders for each 

picture (2) (n=30 in each), along with fillers with clearly correct answers (e.g., “The boy is beside the 

couch”). A comma was inserted between two consecutive NPs to avoid ambiguity. Participants were 

asked to select all the acceptable descriptions among the six word orders in 8 test and 12 filler trials. 

Mixed effects logistic regressions with word order as predictor showed that SVO was more 

frequently chosen than OSV, the second preferred word order, in both languages, while other word 

orders are less common (βs>8, zs>8, ps<0.01) (Figs. 1 & 2). Furthermore, the entropy in the 

distribution of allowable Mandarin word orders (H=1.28, 95% CI= [1.26, 1.3]) is larger than that in 

English (H=0.95, 95% CI=[0.9, 1]). 

In Expts 3-4, English and Mandarin speakers (n=97 for English; n=81 for Mandarin) read 

implausible or plausible sentences in SVO or OSV word orders. Each sentence was paired with a 

comprehension question that distinguished literal and non-literal interpretations (3). There were 12 

test and 24 filler trials. Mixed-effects logistic regression analyses with word order and plausibility as 

predictors revealed that OSV sentences were more likely to be interpreted non-literally compared to 

SVO sentences in both English and Mandarin (βs>1.5, zs>6.5, ps<0.01; Figs. 3 & 4). Thus, as 

predicted, people are much more likely to interpret “The boy, the trash threw” as the more plausible 

“The boy threw the trash” than they are to interpret “The trash threw the boy” in the more plausible 

way (and similarly in Mandarin examples). 

In sum, our results show structural frequency affects comprehenders’ noisy-channel inference. 

This suggests that languages may tend to encode low probability meanings using more frequent 

forms or forms of higher redundancy (e.g., adding case markers in other languages), to facilitate 

efficient communication. Future production studies will investigate how message plausibility 

impacts the form speakers choose. 



 

(1) P(Si|Sp) ∝ P(Si)P(Si → Sp) 
(2) 

 

Please select ALL the acceptable English description(s) of the 

picture. 

  The boy threw the trash. (SVO) 

  The trash, the boy threw. (OSV) 

  Threw the trash, the boy. (VOS) 

  The boy, the trash threw. (SOV) 

  The trash threw the boy. (OVS) 

  Threw the boy, the trash.  (VSO) 

(3) The trash threw the boy. (SVO_implausible) The boy threw the trash. (SVO_plausible) 

 The boy, the trash threw. (OSV_implausible) The trash, the boy threw. (OSV_plausible) 

 Question: Did the boy throw something/someone? 

 

  
Fig.1.Proportion of choosing the six logically 

possible word orders in English. 

Fig.2.Proportion of choosing the six logically 

possible word orders in Mandarin. 

  

  
Fig.3. Proportion of choosing literal interpretation 

by word order and plausibility in English (95% CI). 

Fig.4. Proportion of choosing literal interpretation 

by word order and plausibility in Mandarin (95% 

CI). 

 



Is memory interference due to similarity-based effects or effects of NP type? 
Myung Hye Yoo & Rebecca Tollan (University of Delaware) 

 
[INTRODUCTION] The processing of filler-gap dependencies (e.g., in relative clauses, clefts) 
has been one of the primary means of investigating the linguistic components involved in working 
memory mechanisms behind the maintenance of wh fillers and retrieval of the stored filler at the 
gap site. In this study, we tested similarity-based interference effects of NP types during 
dependency formation, under cue-based retrieval models (Lewis & Vasishth, 2005). This 
interference effect arises when a distractor that has partially or wholly matching features with a 
target noun phrase (NP) is retrieved in parallel to the filler, leading to processing overload. For 
example, a distractor, the client in (1), can be retrieved when the filler, the lawyer, is retrieved at 
the gap site due to its shared features with the filler, such as singular, definite, and animate features. 
 

(1) It was the lawyeri that the client interviewed ___i in a small office. 
 
[BACKGROUND] Two hypotheses have been previously suggested to account for interference 
effects caused by feature-matching distractors. On the one hand, Gordon, Hendrick & Johnson 
(2001) proposed that the distractor which has the same NP featural type as the filler, such as 
definiteness, causes increased processing difficulty. Warren & Gibson (2002, 2005)’s complexity 
rating study, meanwhile, observed that parsers were sensitive to the gradient status of a distractor 
in discourse, following the Givenness Hierarchy (Ariel, 1990; Gundel, Hedberg, & Zacharski, 
1993). For example, a distractor that is most central in the discourse (e.g. pronouns) caused the 
least processing cost, followed by less central NPs on the hierarchy (e.g. definite, indefinite 
descriptions) [pronouns > first names > full names > definites > indefinites]. Gordon et al (2001)’s 
experiment therefore does not allow for teasing apart the givenness hierarchy effects from 
similarity-based effects. On this view, this paper explores whether the interference effect of a 
distractor is truly a similarity effect or is in fact a more fine-grained discourse-level of the semantic 
hierarchy, or both.  
 
[EXPERIMENT] A self-paced reading experiment had a 2 x 3 design, crossing two types of the 
filler in the clefted position (NP1) and three types of a distractor in the embedded NP position 
(NP2) as shown in (2): [definite descriptions, indefinite descriptions] x [pronouns, definite 
descriptions, indefinite descriptions]. Experimental materials consisted of 24 sets of 4 items in 
each 6 conditions.  
 

(2) It was {the actor/an actor} who {we/the director/a director} graciously thanked before the show. 
 

Thirty-six native speakers of English were recruited using a moving-window display from 
Amazon’s Mechanical Turk web service. They were instructed to read the target sentences as 
below and to select a correct answer to comprehension questions, such as in (3). 
 

(3) What was the profession of the person who was thanked? 
 
The similarity-based interference hypothesis predicts that feature matching between NP1 and NP2 
should lead to longer reading times on the verb (e.g., thanked, which signals the gap site) than 
other conditions. The givenness hierarchy, in contrast, predicts a main effect of NP2 type: the 
fastest reading times when NP2 is a pronoun (e.g. we) condition, longer when it is a definite 
description (e.g. the director), and longest when it is an indefinite description (e.g. a director).  
 



[RESULTS] The reading time on the critical verb (e.g. thanked) did not reveal a main effect of 
NP1 (t=-0.62, p=.54) but showed a reliable effect of NP2 type. The pronoun NP2 condition was 
read significantly faster than definite and indefinite conditions (t=-3.60, p < .001). Surprisingly, 
the reading time of the definite NP2 was slower than the indefinite NP2, which conflicts with the 
prediction of the givenness hierarchy. The statistical analysis showed a marginal effect of 
definiteness between the definite and indefinite conditions (t=1.78, p=.07). In addition, the 
definite-definite description took the slowest reading time, as shown in [Fig 1].    
 

Fig 1. Mean reading times in the critical verb (ms) 

 
The analysis of response times to comprehension questions showed a similar pattern with the 
reading time on the verb in that (i) there was no main effect of NP1 (1454ms vs 1470ms; t= 0.34, 
p > .05) and (ii) sentences involving a pronoun in NP2 were responded significantly faster than 
those with a definite or indefinite NP2 (1249ms vs 1579ms and 1565ms; t= -5.34, p < .001). The 
comparison between definite and indefinite conditions, however, revealed no significant difference 
(1589ms vs 1565ms; t= -0.15, p > .05). 
 
[DISCUSSION]  
The result showed that NP types of the filler (definite vs. indefinite) did not modulate the 
processing of the filler-gap dependencies in clefts sentences, unlike previous findings of the effect 
of semantic and syntactic status of the fillers in the processing of other filler-gap dependencies 
such as islands and wh-questions (Hofmeister, 2011; Hofmeister & Sag, 2010). In terms of the NP 
types of the distractor, the givenness hierarchy predicted a faster reading time of the pronoun than 
definite and indefinite conditions. However, the slower reading time of a definite than an indefinite 
was not predicted by the givenness hierarchy. The similarity-based interference effect was also 
observed only in the definite-definite condition, not in the indefinite-indefinite condition.  

These overall patterns of reading times suggest that the definite NP type of distractors 
appears to be sensitive to the similarity-based interference effect, in addition to a definiteness effect. 
This observation could be attributed to the absence of contexts. A sentence without contexts may 
give rise to the processing load of definites, but not indefinites: definites tend to refer to old or 
established referents in the discourse (Heim, 1982). Thus, parsers are likely to automatically look 
for a referent when they encounter a definite. Since no contexts were given, they would fail to find 
the referent, and this can be the source of increased processing difficulty. Indefinites, on the other 
hand, introduce a new referent and thus do not trigger a search for the referent. Parsers do not have 
to trace back and no additional processing load is required for indefinite. In terms of the response 
times to the comprehension questions, the similarity-based interference and definiteness effects of 
definite distractors disappeared. It suggests that working memory load due to these effects no 
longer affect post-sentence level processing. The extra memory load of definiteness implies that 
the process of the accommodation of the definite attractors seem to arise during on-line building 
of sentence representations, but not post-sentence level processing.  
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Small pieces play a big role: internal representation of word class expressed through derivational 

suffixes 
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Rationale 

Neuroscience and clinical research can be informed by linguistic theory, however few experimental 

programs have systematically addressed whether linguistically motivated representational units (e.g., 

syllable, morpheme, phrase) and their features have dedicated behavioral and neural correlates [1].  

Neuropsychological findings on patients with focal-brain damage suggest that word class (i.e., whether 

a word is a noun, a verb etc.) constitutes a representational unit that maps onto a specific neural ‘entry’ 

[2]. However, such a clear-cut neural characterization is not supported by the neuroimaging literature 

[3]. This raises the important question of whether word class (and its features) constitutes a cognitively 

and neurally plausible representational primitive that can be characterized behaviorally and that maps 

onto specialized neural correlates.  

In English and other languages that use affixation, word class is determined either by the root (e.g., ‘joy’ 

is a noun) or, in morphologically complex words, by derivational suffixes (e.g., ‘joy-ful’ is an adjective). 

Differently from previous studies that (i) investigated word class in roots and (ii) mostly presented words 

visually, this behavioral study aims to characterize the internal representation of word class selectively 

expressed through derivational suffixes in auditorily presented words. In particular, we investigated (1) 

the strength of the internal representation of word class expressed through derivational suffixes; (2) 

whether representational strength correlates with participants’ confidence; and (3) whether other 

features (i.e., word class frequency and imageability) contribute to the representation of derivational 

suffixes. 

 

Materials and Methods 

Stimuli. We created a set of pseudowords that consist of a monosyllabic, disyllabic, or trisyllabic 

‘pseudoroot’ (e.g., spum) and a derivational suffix (e.g., -ful). We used the English Lexicon Project 

(ELP) to select pseudoroots that are phonotactically compatible with all the selected suffixes and are 

categorized as non-real words in the ELP lexical decision task. We used the CELEX lexical database to 

select suffixes with absolute frequency > 500000 occurrences and that are selective for one specific 

word class (verb, noun, or adjective). Overall, 14 suffixes (1 coding for verb, 9 coding for noun and 5 

coding for adjective) were selected (Fig. 1).  Stimuli were recorded by a female native speaker of 

American English. 

Procedure. We performed two experiments to evaluate participants’ overt classification of pseudowords 

as verb, noun, or adjective. In Experiment 1 (in-lab, N1 = 22), participants were auditorily presented 

with morphologically complex pseudowords (i.e., pseudoroot plus one suffix) or simple pseudowords 

(i.e., pseudoroot only). They were instructed to listen to three phrases (i.e., verb, noun and adjective 

phrase) that contained the same pseudoword (e.g., (i) to spumful, (ii) the spumful, (iii) their spumful 

gadget) and choose the option that sounded best. We recorded participants’ choices and whether they 

moved the mouse cursor over multiple possible phrase structures before making a final choice, which 

we used as a measure of classification confidence. Experiment 2 (online, N2 = 60) was identical to 

Experiment 1 except that we formally measured confidence using a confidence judgment task. 

 

 

 

 



Results 

To address (1), we 

calculated representation 

strength as the number of 

choices in each word class 

for each suffix, baseline-

corrected for the choices 

made for pseudoroots, to 

account for biases. Results 

of both experiments show 

that the distribution of 

word class strength differs 

across derivational 

suffixes, with some 

suffixes (e.g., -ize) 

significantly more often 

coding for a specific word 

class (e.g., verb), and 

some other suffixes (e.g., -

ade) not exhibiting a 

significantly stronger 

representation for one 

specific word class (Fig. 

1). This suggests that not 

all suffixes code for a specific word class in a strong and reliable way. 

To address (2), we computed the correlation between strength and confidence. Results of both 

experiments show that strength significantly positively correlates with confidence (R1 = 0.56, p1 = 0.03; 

R2 = 0.87, p2 < 0.001), regardless of the measure that we adopted (i.e., mouse movement or confidence 

judgment). This suggests that, the stronger the internal representation of word class in a suffix, the more 

confident speakers are in their choice. Finally, to address (3), we computed dissimilarity matrices for 

the choices of word class for each suffix in each experiment, as a summary measure of the differences 

in word class representation among suffixes. We compared these dissimilarity matrices with models 

sensitive to different kinds of features: (i) frequency of the suffix in coding for each word class in the 

CELEX database and (ii) degree of imageability of the morphologically complex pseudowords, baseline 

corrected for imageability scores for pseudoroots only (imageability scores were collected in a different 

online experiment, N3 = 102). In both experiments, word class choices significantly correlate with word 

class frequency and imageability scores, suggesting that word class representation does not only rely on 

the grammatical definition of word class but also on features such as frequency and the degree to which 

a mental image is evoked. 

 

Conclusions 

The results suggest that word class representation is complex and multifaceted. Moreover, they suggest 

that suffixes, even if acoustically very brief, strikingly convey fine-grained syntactic, frequency-based, 

and semantic information on the fly. Characterizing abstract features of linguistic representational units 

is of fundamental importance to further understand how simple linguistic units are combined into more 

complex structures. 

 

 

 

 
 

Figure 1. Results of Experiment 2: strength of word class internal 

representation (verb, noun or adjective, indicated on the x-axis) for each 

suffix, baseline corrected for the word class classification of pseudoroots. 

Colors represent word class of suffixes according to the CELEX database 

(blue: verb; red: noun; yellow: adjective). Asterisks denote statistical 

significance of strength > 0 (Wilcoxon signed-rank test, *p < 0.05, **p < 

0.01, ***p < 0.001). 
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